
Semantics and context

Pervasive systems respond to the things that happen 
around them

• User actions, network load, changing constraints, …

It’s asking a lot for this all to “just work”, or to be 
programmed using conventional techniques
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programmed using conventional techniques
• Imagine a complex system programmed using if statements
• No way to analyse what’ll happen, no way to predict the 

consequences of changes

This suggests that we change how we think about 
programming and middleware



Context and situations

An approach that’s proving effective is to capture the 
context and situation in which a system acts

• Context: the environment in which
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• Context: the environment in which
a system operates, understood symbolically

• Situation: the interpretation of the environment

We need to consider the characteristics of context and 
situations, their representation, and their impact on 
programming and middleware
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Where does context come from?

Context can in principle be collected from anything
• From sensors: temperature, pressure, location, proximity, …
• From the web: diary entries, social networks, …
• From user input: (in)direct interaction, history, preferences, …
• From the computer: network load, processor load, capabilities, …
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Clearly we shouldn’t mix these sources in with 
“traditional” inputs

• They condition the behaviour of the system but aren’t “commands” 
or “parameters” in the usual sense

• Highly variable, highly extensible

If we want a decent model of this sort of information, 
we need to solve some pretty tricky problems



Things we want in a model

Easily manipulated
• Cheap to add and remove facts as they become known
• Low overhead in keeping the model up-to-date

Easily extended
• Cheap and simple to add new types of information

Adaptive middleware 4

• No ambiguity in what we mean as things grow

Efficiently searched
• Quick to find the information we want, using as much structure as 

we can to create the query

Scalable
• Represent large contexts
• Large server, federation, …



Representing context

There are a number of options
• As objects, using the well-accepted techniques of object-oriented 

analysis and design to capture a model of the context
• As clauses, going back to the early days of AI and Lisp
• As XML, using the industry-standard structured mark-up language
• As graphs, making use of the things we know about graph theory

Adaptive middleware 5

• As graphs, making use of the things we know about graph theory
• As some combination of these

Remember what we’re looking for: extensibility, ease 
of use, ease of querying

Which would you choose?



Object models

Person

Location getLocation()
String getHomeAddress()

Preference getPreferredAddress()

Employee

Location

GPS getCoordinates()
Location[] getConnected()

*
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Standard approach, familiar to programmers
• Identify the objects in the domain, their attributes and relationships
• Suitable for mapping into an object-oriented implementation

Location getOffice()
String getWorkAddress()
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Clauses 

The earliest knowledge-based systems used clause 

(person simon)

(person paddy)

(friend-of paddy simon)
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The earliest knowledge-based systems used clause 
form derived from the Lisp programming language

• Each fact is stored as strings in a simple, regular format
• Usually stored in a plain text file – easy to manipulate, but large and 

unstructured
• Lots of knowledge is already available in this form
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XML

A hybrid between objects and clauses, in a way

<person>
<surname>Jones</surname>
<firstname>Davy</firstname>
<occupation>Castanet shaker</occupation>
<location type=“GPS”>1234,4567</location>
…

</person>
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A hybrid between objects and clauses, in a way
• Define a document format for the data to be exchanged
• Can use namespaces and links to connect fragments

Need to get agreement on the format of the document, 
and use it collectively across sensors and applications



Graphs

We can use the nodes of a graph for facts and the 

Oriel 3.16

Simon

Person1234

surname

office
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We can use the nodes of a graph for facts and the 
arcs as (binary) relationships between them

• Arcs are typically called predicates or relationships in this view
• The set of arcs intersecting a node tells us the information we know 

about that fact or entity



Graphs as knowledge – 1

How do we use graphs to represent knowledge?

Simon

Dobson

Person1234

surname

firstname

Software 
engineering

teaches
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Oriel 3.16
x3681

+353 1 608 3681

Student 1

Person1234

office

phone

extension

Joe

Bloggs

surname

firstname

Contextual 
systems

Student 2

teaches

takes

takes



Graphs as knowledge – 2

Things to note
• Scaling – the same graph can represent a load 

of different knowledge simultaneously
• Agreement – need to know what the various 

predicates “mean”
• Structure – you need to know what nodes are 
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• Structure – you need to know what nodes are 
related by a predicate

• Plurality – the same relationship may appear 
several times

• Symmetry – the same predicates can be used for 
common information, despite minor changes

• Asymmetry – relationships are inherently 
directed, which sometimes makes things 
awkward
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Two ways to view a graph

As nodes and arcs
• Nodes store facts, edges store relationships between them

As triples

Simon

Person1234
surname
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As triples
• A three-place relationship of “subject, predicate, object”
• The node and edge structure is induced by the triples – each triple 

defines an edge, the different subjects/objects are the population of 
nodes, one node per individual string

Person1234 surname Simon
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The trade-offs

Objects
� Familiar, good structuring, easily implemented
� Need to be defined ahead of time, adding attributes means 

changing the model

Clauses
� Historically shown to be a good idea
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� Historically shown to be a good idea
� Text files a bit unwieldy, looks archaic

XML
� The wave of the future, loads of tools
� Need to define schema for everything, non-trivial to change

Graphs
� Lots of theory, well-understood
� Quite tricky to represent
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Resource Definition Framework (RDF)

RDF is an XML application that defines how to 
describe knowledge in XML in a standard way

• Standardised by the World Wide Web Consortium (W3C)

RDF isn’t a knowledge standard per se: it’s a way of 
defining knowledge standards in a way that 
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defining knowledge standards in a way that 
maximises the potential for re-use across the web

• A way of defining knowledge graphs
• No standard predicates
• Tool support – editors, parsers, displays, …
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Review – XML

XML is based around the notion of elements, each of 
which has a name, some attributes, and some child
elements

<location name=“CASL-3N” type=“work”>
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A structured way to present data within a textual 
format, increasingly used throughout the web

<coords type=“GPS”>1234,5678</coords>
<coords type=“cellular”>DUB12765</coords>
<titleUCD CASL room 3N</title>
<connection ref=“CASL-3open”/>

</location> 
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Review – XML namespaces

A namespaces lets us identify a set of elements as a 
“family”, and use them consistently with no danger of 
capture or repetition
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<loc:location name=“CASL-3N” type=“work”
xmlns:loc=“http://srg.cs.ucd.ie/xml/location.html”
xmlns:physical=“http://srg.cs.ucd.ie/xml/physical.html” >

<physical:coords type=“GPS”>1234,5678</physical: coords>
<physical:coords type=“cellular”>DUB12765</physical:coords>
<loc:title>CASL room 3N</loc:title>
<connection ref=CASL-3open”/>

</loc:location> 
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What does RDF give us?

RDF is intended to address some of the issues we’ve 
identified in representing knowledge (context)

• Extensible – easy to add new information
• Simple – XML is (pretty) simple to manipulate
• Standard – defined by a standards body
• Unambiguous – know what you mean
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• Unambiguous – know what you mean
• Scalable – used on the widest (Internet) scale

The way it accomplishes this is what we’ll look at next
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Basic structure – triples

RDF represent knowledge using a triple structure
• Subject
• Predicate
• Object

Knowledge is built up as a collection of these triples, 
contained within an XML file
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contained within an XML file



Representing predicates

How should we represent predicates?

The obvious way is to use some convention for 
labelling, so we “know” what the names “mean”

• For example is_a to represent “the subject is a some sort of thing”

Most early systems use this approach
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Most early systems use this approach
• Underscores to separate parts of a name
• A common vocabulary

Any comments?



Drawbacks – informality

The set of predicates is only defined informally

Moreover pre-supposes a human language and some 
common understanding

•is_a makes sense to an English speaker, but isn’t so good for a 
Swahili-speaker
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We need to get broad agreement on what the various 
symbols mean

• Meaningless to a computer anyway, of course…
• …but we have to make sure we use them consistently
• …and on an Internet scale



Drawbacks – semantic capture

Consider the word “takes”

Could also mean it like this:

Contextual 
systems

Student 1 Joe

takes

firstname
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The word “takes” – and indeed any word – is open to 
mis-interpretation

• Not precisely defined without a context (sic)
• …and we need something better for machines to work with

Cannabis

Student 1 Joe

takes

firstname



Namespaces – 1

The solution is to make sure we have a completely 
unambiguous statement of what “takes” means

Now, there are two possible meanings of that too:
• Agree in an unambiguous manner what the word means, for 

example using a formal system
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• Make sure we can distinguish meanings so that we can indicate 
which one we mean, without necessarily defining the meanings 
themselves

The first would be great; the second will do, and is 
much more achievable



Namespace – 2

RDF uses XML namespaces to identify predicate
• Define a namespace representing a family of predicates we want to 

use, for example a model of location
• Define a set of elements and attributes within the namespace to 

model the phenomenon we’re interested in
• Use the fully-qualified name of the elements to specify the predicate 
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• Use the fully-qualified name of the elements to specify the predicate 
we want uniquely



Namespaces and URLs 

Namespaces use URLs, and URLs can be made 
unique

• If I want to define a new structure I just define a namespace and 
assign it a unique URL

• If I own a domain I can give it any name I want under my domain 
name, secure in the knowledge that no-one else will (should!) use it
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name, secure in the knowledge that no-one else will (should!) use it

So a set of predicates defined using a namespace can 
be uniquely differentiated from any other set of 
predicates across the entire web

• Cheap, decentralised model

Common sets of predicates may be given well-known 
names and URLs



Basic RDF structure

RDF data can live inside other XML documents

Identified by a top-level element from the well-known 
RDF namespace

<rdf:RDF xmlns:rdf= “http://www.w3.org/1999/02/22-rdf-syntax-ns# ”>
…
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Within the RDFelement we can define triples
• Co-exists well with the rest of XML – if you don’t understand RDF 

you can elide everything within this element
• Readable enough for people to build by hand

…
</rdf:RDF>
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A simple fact in RDF

<rdf:RDF xmlns:rdf=“http://www.w3.org/1999/02/22-rdf-syntax-ns#”
xmlns:s=“http://srg.csi.ucd.ie/xml/demo.html#”>

<rdf:Description about=“http://srg.csi.ucd.ie/”>
<s:about>Systems Research Group</s:about>

</rdf:Description>
</rdf:RDF>
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</rdf:RDF>
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Subject: http://srg.csi.ucd.ie

Predicate: http://srg.csi.ucd.ie/xml/demo/demo.html#about

Object: Systems Research Group
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Structuring knowledge: ontologies

We can structure knowledge represented as RDF 
using ontologies

• Well-defined, shared vocabularies of terms and their relationships
• When one term is opposite to another, is a sub-class of another, …

Enough structure to allow reasoning using a generic 
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Enough structure to allow reasoning using a generic 
reasoner – no need to hard-code the logic
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How does all this affect middleware?

Knowledge-driven middleware
• Focus less on the mechanics, more on the semantics
• Capture the meaning of the environment, and use that to program 

adaptive behaviour

This doesn’t completely change the game, but it 
changes the emphasis we place on different systems
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changes the emphasis we place on different systems
• Messaging systems where the content of messages is significant in 

how they’re handled
• Knowledge systems rather than objects



Channel-based Pub-Sub

Subscribe to Channel 10 Publish to Channel 10

Subscribe Channel: 10

Message …

To Channel: 10
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Message …

Message …
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Type/Topic/Subject-based Pub-Sub

Subscribe to 
“market.quotes.NASDAQ.MSFT”

Publish to 
“market.quotes.NASDAQ.MSFT”

Subscribe Subject:

“market.quotes.NASDAQ.MSFT”
Message …

To Subject: 
“market.quotes.NASDAQ.MSFT”
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Message …
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Content-based Pub-Sub

Subscribe to “Changing NYSE stock quotes” Publish Stock Price

Subscription:
( Exchange == “NYSE” ) && 

( ChangePerCent > 4 )

Publish:
String  Exchange = “NYSE”

String  Symbol = “MSFT”

Float   Prior = 10.4

Float   Current = 10.0
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Float   Current = 10.0

Float   ChangePerCent =  5.0

Bool   ChangeUp = False

Time  Now = 2007Jan19_09:25:14GMT

Publish:
String  Exchange = “NYSE”

String  Symbol = “MSFT”

Float   Prior = 10.4

Float   Current = 10.0

Float   ChangePerCent =  5.0

Bool   ChangeUp = False

Time  Now = 2007Jan19_09:25:14GMT
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Knowledge-based Pub-Sub

Subscribe to Errors 
more specific than 
hardware error

Publish Message

Publish:

Middleware loaded 
with ontological 
knowledge
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hardware error

Subscription:
( Message  > Hardware Error )

Publish:
Concept  Message = Thermal Fault

….

….

….

Publish:
Concept  Message = Thermal Fault
….
….



Construct

Construct is UCD’s contextual systems infrastructure
• Provide simple, open, scalable, robust, knowledge-based 

management of information in a dynamic network
• Being used for pervasive systems, smart spaces, autonomic 

management of network traffic, …

Leverage semantic web technology
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Leverage semantic web technology
• All information represented using RDF, easily queried and shared
• Ontologies provide structure
• Component-based, standard underlying protocols

A peer-to-peer knowledge-sharing system



Construct architecture
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Gossiping – 1

Most systems store information either according to its 
production or according to its consumption

• Production: sensor/server stores information, anyone who wants it 
asks for it (typical in object systems)

• Consumption: store information where it’s likely to be used or will be 
easy to locate
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easy to locate

A third approach is to gossip
• Each node periodically chooses another node in the network at 

random and synchronises with it
• Information propagates through the network as if over a random 

graph – an overlay on an overlay…
• Effective way of trading space for speed and robustness



Gossiping – 2

Characteristics
• No communication or storage hot-

spots – overlay behaves like a 
random network

• Nodes need lots of storage, as 
they’re caching a complete system 
summary (although perhaps not all 
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summary (although perhaps not all 
the details)

• Increased robustness – a node that 
leaves doesn’t take its information 
with it

• Local queries only – any 
information is available locally

• Information aging is a critical issue, 
may need to use older information 
than is strictly available in the 
network
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Applications, sensible and strange - 1

Web pages that grab
content based on
user context

• Being extended to use
iGoogle gadgets to
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iGoogle gadgets to
contextualise on-line
applications



Applications, sensible and strange - 2

Basadaeir (“matchmaker”)
performs context fusion

• Location from Bluetooth spotting
of cellphones

• Linked to a social network that
identifies common interests

• Present information that’s relevant
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• Present information that’s relevant
to the people standing at the
display

Extensible to different
location technologies,
since it uses a standard
upper ontology



Programming with situations

We drew the distinction before between context and 
situations – raw data versus interpretation

We can program pervasive systems using situations
• Describe the different situations you

want to write behaviour for WHILE simon is in his office
AND no- one else is
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• Work out how to recognise when
you’re in each situation

• Query the middleware, wait for a message
• …then exhibit the behaviour until the situation changes

Not as simple as this, unfortunately
• Describing situations is hard – very hard
• Sensor uncertainty makes for bad decisions

and consequently bad (undesired) behaviours
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AND no- one else is
THEN play some mad prog-rock



Sources of imprecision

Inherent in the data
• Sensors, mainly, but other things too

Through inferences
• You’ve observed a fact, and it might be incontrovertible – but what 

does this let you imply about the world?
• As a chain of inference gets longer, it almost always gets less sure 
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• As a chain of inference gets longer, it almost always gets less sure 
as each step introduced “noise” into the system

Times they are a’changin’
• Even if you know something accurately and precisely, it may not 

stay that way for long
• “It’s white” versus “It’s white…on this side…at the moment”



Example – location
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The problem here is that the the location system isn’t 
telling us this at all!

• Cellular system talking about cells; we’re inferring a “logical” 
location

• You need a lot more information before you draw this inference



Why this matters

If you make assumptions beyond what’s actually the 
case, all your future decisions will be affected

• A cascade failure through the system’s logic

Using the Lansdowne Road example
� User is at Lansdowne Road 2�������������
�������
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� User is at Lansdowne Road
� …therefore at the Rugby match
� …and has a cellphone
� …therefore we’ll offer him bets and other rugby information
� …when all the time the person is actually on a train nearby

There’s nothing technically wrong with the idea, but it 
sits on an unstable foundation

�
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What can you do about it?

Direct – hold onto the imprecision
• Keep track of how well we know about what we know
• Use techniques of uncertain reasoning to manipulate it
• Makes representation more complicated 2	������������������	�����
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Indirect – try to compensate for lack of knowledge

• Use several ways of looking at the same thing
• Use the strengths of one to fill-in the weaknesses of another
• Problem is keeping consistency between representations

If you only have one representation of something, you have a poor one.
-- Marvin Minsky, co-founder of the MIT AI lab
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Web services

No tutorial would be complete without them…

Depending on your point of view, they either:
• Re-package existing technologies in a sexy new XML wrapping
• Provide a completely different way of dealing with information

The reality is probably half-way between

Adaptive middleware 44

The reality is probably half-way between
• Typically used as an object system, so have the usual 

disadvantages in terms of location of services
• Typically architected using messages, allowing requests to be re-

directed and processed on the way from client to server, as well as 
increasing asynchrony (at the expense of programmer headaches)

• Change the viewpoint from which we develop services: focus on 
exposing business tasks



Do web services affect adaptation?

At present web services are typically almost 
indisinguishable (from a systems perspective) to 
CORBA systems

In the future we may see more innovative uses
• Message re-direction,
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• Message re-direction,
on-the-fly processing, …

• Collection of meta-data
on requests to
inform changes

Main impact seems to be in ease of integration
• Still need to decide how to adapt, but the actual process may well 

be simpler, especially across enterprise boundaries
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Exercise 3
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Discussion 3
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The start of the end

We’ve covered a lot of ground
• Basic middleware concepts
• Classical middleware
• Non-classical peer-to-peer systems
• Capturing context and identifying situations
• The impact of semantics and context on programming
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• The impact of semantics and context on programming

We want to conclude with some of the issues that are 
currently “hot” in the pervasive middleware world

• What we should expect from the next generation of platforms
• …like the ones you’ll build…



Issues for middleware systems

Description
• It should be possible to describe components and their interactions 

in a way that explicitly prescribes their abstract roles in a system
• Service-oriented middleware

A core challenge relates to how we build, share and 
use understandable descriptions
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use understandable descriptions

We need to describe not only the information but also 
the system and its configuration.

We need to be able to reason about the semantics of 
these descriptions (cf. semantic web technologies)



Issues for middleware systems

Composition
� It should be possible to describe a system as a composition of 

independent components and connections
� Build complexity from simplicity, not ab initio

Current work on composition talks of composition 
rules, policies, aspects, etc. With a focus on 
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rules, policies, aspects, etc. With a focus on 
composition from known sets.

• Adaptive systems will additionally have a variety of composition 
rules (for the user, applications developer, system, hardware)

What are the semantics of these rules – how do we 
describe a closure so that we can reuse/decompose 
the composition?



Issues for middleware systems

Dynamic composition
• It should be possible to reuse components, connectors, and 

architectural patterns even if they’ve been developed for another 
purpose!

We need to be able to describe families of systems, 
their semantics and constraints from open sets
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their semantics and constraints from open sets
• Open-adative versus closed-adaptive

Typically, existing composition approaches use closed 
or parameterised sets. 

How do we support dynamic composition and still 
maintain a robust, predictable system?



Issues for middleware systems

Trade-offs
• We must be willing to sacrifice the notion of optimising everything, 

making everything efficient
• Know what we need to optimise against, and trade-off everything 

else
• …accepting the decision might change over time
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• …accepting the decision might change over time

Dynamic node populations imply either accepting 
information loss or taking the cost of replication

• For example using overlays can gain robustness from random 
distribution but lose performance with longer routes

At the current state of the art we can probably only 
handle adapting against one or two criteria



Issues for middleware systems

Interference
� We should be able to deal with changing and conflicting resource 

requirements in the environment

JINI, and others, adopt a notion of leasing resources.

However, they give no solutions to the free market 
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However, they give no solutions to the free market 
economy of the adaptive systems world

• Some resources must be held for a complete transaction
• May not be replacements

Even the simple case pretty much is intractable



Issues for middleware systems

Global versus local
• We should be able to utilise the appropriate set of local and global 

resources to achieve the task

Adaptive systems are not just
local interactions.
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Ability to move between local
environments and retain 
context 

So, where is the information
and computation placed?



Issues for middleware systems

Control
• We should be able to describe a how the system is controlled with 

respect to a variety of changing parameters and from a variety of 
view-points

Locating services and resources

Manage resources from the perspective of the 
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Manage resources from the perspective of the 
group/region/domain/…

Coordinate the progress from a certain viewpoint

Be able to express partial requirements

Detect and recover from failure



Issues for middleware systems

Viewpoint
• We should be able characterise the usual interactions styles

Optimise for the usual interactions

However, this typically inhibits the ability of the system 
to adapt to the unusual.
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to adapt to the unusual.

Equally, the vocabulary for describing adaptive 
systems varies between domain

• Is it possible to have a common framework within which the 
semantics can be debated?



Issues for middleware systems 

Using semantics in middleware requires
• Optimised reasoners built from modular reasoners
• Knowledge-aware routing schemes
• New semantic benchmarks

Employing ontology-based semantics restricted by
• Bootstrapping ontology development – tools and transforms
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• Bootstrapping ontology development – tools and transforms
• Tools and frameworks for semantic interoperability
• Trust in exchanged semantics

Wider Issues
• Handling tensions between optimal semantic forms for sharing, 

human comprehension and automated reasoning
• Legal framework for sharing semantics, c.f. GPL, LGPL



Issues for middleware systems

Context
• We should be able to contexualise interactions in order to adapt the 

infrastructure, information, or its delivery, to the semantics of use

Relates very much to viewpoint. How do we codify the 
behavioural characteristics of the user
What is the peripheral variable set for this user, doing 
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What is the peripheral variable set for this user, doing 
this task, in this situation?

• What do we adapt to?

A core challenge in relating hardware sensed context 
with their semantics of use at that time

• Hard to adapt to something that hasn’t happened – but when it does
happen we may lose service, at least temporarily



Fundamental problems – 1

Adaptation must be predictable
• Adapt within an acceptable behavioural envelope
• Match adaptations to surrounding context in a predictable, 

“scrutable” way that inspires confidence

Sensorisation and sensor fidelity
• There’s a temptation to collect too little information about on-going 
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• There’s a temptation to collect too little information about on-going 
behaviour

• Anything dealing with physical phenomena is noisy, so (for example) 
people are identified incorrectly, or not observed

• A massive programming challenge to deal with correctly

Latency
• By the time you work something out it may be too late to do anything 

about it



Fundamental problems – 2

Semantic multiplicity
• Lots of events are “the same” in the higher-level view. How do you 

find the exact service you want dynamically?

Security and privacy
• Adaptation must not reveal information that needs to be concealed
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Interoperability
• How can we generate standards within an emerging landscape?

Placement of information and computation
• Where does the system do the computation, how does it get the 

correct information, and how does it achieve this? 



What are the trends? – 1

Increasing use of peer-to-peer
• Infrastructural solutions are often too inflexible, non-scalable and 

expensive to deploy – how can you dimension them accurately?
• Shift the costs onto the users

Increasing need for end-to-end properties – especially 
confidentiality and information flow restriction
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confidentiality and information flow restriction
• Adaptation is information, like anything else…

Events scale well for systems, but not for 
programmers

• Hard to build well-integrated systems from raw events
• Middleware may use them internally, but needs another abstraction 

above



What are the trends? – 2

Focus on system properties, not technology
• Take ideas from wherever they appear – you can do peer-to-peer in 

CORBA, with sufficient creativity
• Don’t expect a packaged “adaptivity solution” that’s suitable for your 

needs any time soon

Open-adaptivity is the only game in town
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Open-adaptivity is the only game in town
• Except for really closed systems – and there are increasingly few…

Conflicts are inevitable
• Adaptations will disagree
• How do we do decision-making in open environments?



What are the trends? – 3

Keep all expressions at the highest possible level
• Code should be the last level of expression
• Logic and rules can be analysed and evolved in a well-founded way

Robustness is not just a non-functional requirement
• Services need to remain available
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• Peer-to-peer and gossiping build robustness into the core of the 
system

Collect context
• Almost any piece of (meta-)data can be used to inform a decision 

on adaptivity
• Instrument to make this possible going forward – the costs will 

massively outweigh the disadvantages



Concluding remarks

For us, adaptive and autonomic systems represent the 
most significant challenge for middleware and 
systems research of recent years

• Unquestionably it requires a diversity of fundamental science and 
engineering research to realise.

Our hot topics:
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Our hot topics:
• Light weight, real-time and adaptive (reflective)  middleware
• Semantics and design, especially modeling adaptive envelopes
• Explicit management of uncertainty
• New models of failure and recovery 
• Trust –monitoring, security, privacy …
• Sensor middleware



Thank you!

http://www.simondobson.org/
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http://www.ucd.ie/csi

http://www.construct-infrastructure.org
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