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1 Introduction

1.1 Population Protocol

We use the Population Protocol model of Angluin et al. [2H4] in order to model large scale networks
of very small resource-limited artefacts (agents) that are possibly mobile. Interaction happens
between pairs of artefacts and according to a communication graph, as in Chatzigiannakis et al. [6-
9]. These agents interact on a random bases; one pair of agents at a time. The goal of Population
Protocols is to complete a task using these random interactions.

1.2 MapReduce processes

The studied population protocols facilitate MapReduce applications of Dean and Ghemawat [10].
The process of a MapReduce application is initiated by a distinguished agent, named the initiator.
When the initiator interacts with an agent, it may take the Map step and assign a (part of the)
task to that agent. Moreover, that agent may further map the task to another agent; in this case
we say that this is an intermediate agent and if no further Map steps are taken we say that this is
a terminal one. Terminal and intermediate agents that have completed their task, take the Reduce
step. This step is taken upon interaction with intermediate agents until eventuality the interaction
occurs with the initiator. Then, the initiator shuts down the MapReduce process after the task is
completed.

1.3 Searching for a pair of primes

Let us consider an example in which the initiator is searching for pairs of primes, p and ¢, such
that p,q > npin and pg > Nypae, Where npip and 1y, are values defined by the initiator. (The
cryptographical aspects of this problem are not within the scope of this experiment.) In order to do
that, the initiator invokes a MapReduce process. The agents’ interactions execute the MapReduce
processes. On the Map step, the initiator (or an intermediate agent) defines the range of search,
i.e., Nypin and Nyqe.. The terminal agent, which takes the map step, randomly choose a candidate
numbers within the rage [Tmin, Mmaz| and verifies primality using the tests of Miller-Rabin [19] or
Agrawal-Kayal-Saxena [I]. In case that the primality test result is positive, the terminal agent
delivers that number of an intermediate agent using the reduce step. The intermediate agent stores
the tested prime number and continues mapping the task to additional terminal agents until a



second prime number is found. When that occurs, the multiplication of these two primes is verified
to be within the required bounds, i.e., pg > Nypae- If the pair of primes is suitable, the intermediate
agents take reduce steps until eventually the pair is delivered to the initiator. Once the task is
completed, the limited resources of the tiny artefacts require that the initiator shuts down the
MapReduce process.

2 Efficient implementation

The above example illustrates a difficulty in designing an efficient implementation of the Population
Protocol model. On one hand, the system designer may wish to map the task to as may agents
as possible. On the other hand, once the task is completed, the shutdown operation should be
completed as soon as possible. The random interaction of agents may delay the execution of the
shutdown operation. We propose the proposed experiment is to show that an efficient implemen-
tation indeed exists.

In the proposed experiment, we consider scenarios of mobile ad hoc networks (MANETS) that
execute a MapReduce process for searching a pair of primes. In the proposed implementation, each
mobile computer emulates a terminal agent that is requested to validate the primality of a random
number, 1 € [Munin, Mmaz]. After a number was tested, the terminal agent takes a Reduce step and
delivers the tested result to the intermediate agent. We use Virtual Stationary Automata (VSAs)
of Dolev et al. [II] for emulating intermediate agents. The VSAs are themselves emulated by the
mobile computers. The VSAs are located at prespecified regions that tile the plane, defining a
static virtual infrastructure [5]. Each mobile computer interacts with a single VSA; the one that
the computer resides within its region.

We consider three possibilities for emulating the initiator agent.

1. The initiator is emulated by a particular VSA. It may happen that all the mobile computers
leave the region of that VSA. When that happens, there is no initiator to receive the pair of
primes and to shut down the MapReduce process.

2. The initiator is emulated by an autonomous virtual mobile node (AVMN) of Dolev et al. [12].
The AVMN can interact with VSAs that are within its area. Moreover, it can move to the
more populated VSAs’ areas, saying, by taking a greedy strategy that prefers moving into the
most populated nearby areas. By taken such strategies, the lifespan of the AVMN increases.
(We note that the AVMN emulates the initiator’s first Map step, however, later Map steps
can be taken intermediate agents and emulated by VSAs.)

3. One may consider an initiator agent that is emulated by a VSA. The VSA uses other VSAs
in order to store the state of location of the initiator in a robust manner [see [14].

Another aspect of efficient implementation of the MapReduce process is the schedule of inter-
action among VSAs. We propose to use the scheme of Polygonal Broadcast by Dolev et al. [13].
3 Adaptivity and Robustness

Some MapReduce applications require the Remap functionally in which the intermediate agents
reassign the same task but with different parameters. For example, one may consider a search



for a large set of prime numbers rather than a pair of them. A MapReduce application that
implements the Sieve algorithm of Eratosthenes (or modern versions of it, such as [I6HI8]) benefits
from mapping the search assignments together with a set of known prime numbers. In this case,
remapping the task refer to actions that delivers to the terminal agents new sets of prime numbers
that were discovered by other terminal agents.

In order to implement Remap operations, the MapReduce processes must adapt their internal
structure during the process execution. Moreover, they must adapt their external structure in order
to deal with mobility. Namely, the Polygonal Broadcast by Dolev et al. [I3] has to be replaced
with an adaptive internal structure. For example, the internal structure of the system can be
maintained by using an adaptive and self-stabilizing forest of Dolev et al. [I5]; the tree allows to
keep the context computation that is required for the correct remapping of tasks. We note that
the robustness of this approach depends on evolvement of the communication graph and the rate
in which topological changes occur.

We propose to experiment with an adaptive structure that efficiently uses redundancy and does
not depend on the rate in which topological changes occur. In consider an implementation of the
Population Protocol model in which there are harbor intermediate agents. The harbor agents are a
fix set that maintain the internal and external structures. They perform Map, Remap and Reduce
operation while maintaining the task’s context, i.e., bookeeping of the MapReduce operations.

We consider harbors that are emulated by VSAs. We propose to overcome the possibility of
harbor dissapearance/mulfunctuions by allowing harbors to coordinate their actions and creating
replicas for the sack of redundancy (e.g., primary-back schemes). The coordination among these
harbors may use reliable ships that are emulated by AVMAs [12]. Another way it to let the harbors
register their state at their home locations [14].

4 Existing code

We have implemented VSA and AVMN using JiST/SWANS (so we are able to consider different
mobility models, including real-life VANET). There are several open sources libraries for test-
ing primality, e.g., http://www.gridgainsystems.com/wiki/display/GG15UG/MapReduce+with+
Prime+Numbers.
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